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Abstract

The synthetic control method (SCM) by Abadie et al. (2003, 2010, 2015) has manifested over the last
two decades as a popular method for estimating treatment effects for single treated units. To identify
the treatment effect, SCM constructs the counterfactual of the treated unit as the weighted average of
post-treatment time series of the untreated units with weights that are on the unit interval and sum to
one — i.e. a convex set of untreated outcomes. This method may be less suited to deal with treated units
that have systematic high or low outcome levels or variance, which are arguably contexts that are
particularly relevant for targeted policy interventions. As such, we systematically evaluate the use of a
class of regularized regression methods (RRM) that allow weights to move freely. To prevent over- or
under-fitting and optimize prediction accuracy, weights are penalized via different cross-validation
techniques. The performance of SCM and RRM is evaluated using Monte Carlo simulations under
different data-generating processes. The results show that both SCM and RRM perform equally well
when the treated unit’s pre-treatment outcome is easily approximated by a convex set of donor
outcomes. Importantly, we find that RRM outperforms SCM when the treated unit’s outcome is
systematically on the boundary of the donors’ outcomes. Finally, multiple placebo tests with naturally
occurring data demonstrate that RRM accurately predicts sectoral employment for large and small
Dutch provinces.
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1 INTRODUCTION

The synthetic control method (SCM) by Abadie et al. (2003, 2010, 2015) has manifested over the last
two decades as a way to estimate treatment effects for single aggregated units. As the approach relies
on using observational time series data, it can be particularly useful in contexts when natural variation
in treatment exists over time, such as regional changes in public policy. For example, the SCM has been
used in a wide array of policy evaluations such as the impact of hospital pay-for-performance schemes
on hospital mortality rates (Kreif et al. 2015), the effects of organized crime laws on crime rates (Pinotti,
2015), and the impact of the fall of the DDR on the economic performance of West-Germany (Abadie
et al. 2015). Given the continuous increase in SCM studies and applications, it is not surprising that it
is dubbed the most important innovation in policy evaluation in recent years (Athey and Imbens 2017).

The SCM builds on Rubin’s (1974) model of causality, often referred to as the potential outcomes
framework, in which the treatment effect is identified by observing the difference between the outcome
with treatment and the outcome without treatment — i.e. the counterfactual. SCM estimates this
unobserved counterfactual based on the time series of outcomes of nontreated units — donor units. Each
donor unit receives a weight and the summation of weighted donors’ post-treatment outcomes forms
the counterfactual for the treated unit. The weights are identified based on pre-treatment information
and modelled in such a way that the weighted set of donor time series optimally fits the pre-treatment
times series of the treated unit. As the weights yield a close pre-treatment fit, the idea is that the weighted
outcomes of the donors produce what would have happened to the treated unit during the post-treatment,
had treatment not occurred.

Importantly, the counterfactual in SCM is constructed as a convex combination of the donors’ outcomes
such that weights are on the unit interval and sum to one. The optimization routine is a regression-based
method with a convex hull constraint to determine the weights. Abadie (2021) argues that this type of
constrained optimization is desirable, as the estimated weights are sparse and allow the researcher to
easily assess whether the selected donors are relatively comparable to the treated unit. Also, no
extrapolation is required, as the counterfactual does not fall outside the support of the donor set. Yet,
this convex hull constraint is also restrictive and whether selected donors are comparable is not relevant
when the objective at hand is strictly defined as accurate prediction. In particular, if the treated unit falls
systematically outside of the convex hull of donors, then the estimated prediction of the counterfactual
is hampered. l.e. if the treated pre-treatment outcome has a structurally higher or lower outcome level
or variance, then SCM will calculate less accurate weights. Notice, these cases can be particularly likely
candidates to experience specific policy interventions. In particular, units that experience a more
extreme and harmful development of some outcome of interest — e.g. employment, health, crime — are
exactly the units towards which policy changes are directed. Therefore, finding models that can
accurately estimate the counterfactual for high-level-high variance or low level-low variance (or a
combination) units is particularly relevant.

We propose to use a class of regularized regression methods (RRM) that allow for a more flexible
approach to estimating the counterfactual. By using Lasso-, Ridge, or Elastic Net regressions, donor
weights can be estimated freely. Such weighting can thus also accommodate treated units with time
series that are relatively extreme in level or variance. These regularized regression methods penalize
donor weights to accurately predict the counterfactual. The weights are penalized to such an extent that
the model finds the optimal balance between under-fitting — too restrictive — and over-fitting — mistaking
noise for signal. To find the correct penalty level, the RRM are accompanied by different cross-
validation (CV) technigues. Cross-validation lies at the heart of accurate prediction and therefore we
exhibit the performance of RRM with different CV techniques for tuning the penalty parameter. We
hypothesize that the CV technique that maximizes information in the process of the validation of the
hyperparameters should be selected to estimate the counterfactual.



This paper contributes to the existing literature on estimating treatment effects for single aggregated
units using observational time series data by providing an in-depth evaluation of the performance of
RRM and SCM under different data generating processes (DGPs) and cross-validation techniques.
Firstly, we contribute by testing the performance of both RRM and SCM in different data environments
— both simulated environments and environments with naturally occurring data. By testing model
performance, we are able to gain understanding whether, and under what conditions, the implementation
of RRM is an appropriate estimator to construct the treated unit’s counterfactual. The practitioner is
then better aware of the potential strengths and weaknesses of RRM versus SCM and can recognize
cases in which RRM is a suitable estimator to generate the counterfactual of the treated unit. In
particular, we consider how both models perform when the treated units’ systematic variation is in in
the convex hull of the donor units and on the boundary of the convex hull. Moreover, we vary the level
of noise and dimensionality in both cases to give a broad overview of model performance in these
multiple settings. Secondly, the RRM estimator crucially depends on cross-validation. To the best of
our knowledge, this is the first study to systematically document how different cross-validation
strategies affect the estimated counterfactual in the context of single aggregated units and observational
time-series data.

Our study is complementary to an emerging literature addressing the usage of RRM in the construction
of counterfactual time series of a single treated unit. Doudchenko and Imbens (2016) present a synthesis
of different constrained regression models including both RRM and SCM. The authors demonstrate the
models’ performance with some applications with naturally occurring data that have been analyzed
before with SCM. The results show that Elastic Net and SCM result in similar pre-treatment model fit.
Interestingly, the models yield different estimates of the treatment effects. This begs the question which
specific circumstances lead these estimators to generate different outcomes. E.g. greater weight
flexibility of RRM may cause greater overfitting on the one hand, or a more accurate model fit on the
other hand. Similarly, Hollingsworth and Wing (2022) show that constrained Lasso and SCM result in
different estimated treatments effects of the legalization of recreational marijuana usage. Again, it is
unclear what explains these observed differences. Other papers such as Ahmad et al. (2018) and
Chernozhukov et al. (2021) include the use of RRM — e.g. Lasso — in their studies of de-noising time
series and structural break testing, respectively. Overall, it is not always straightforward, however,
whether the use of these models is warranted and under what conditions. Finally, Ben-Micheal et al.
(2021) use Ridge regressions to augment the SCM. Their estimator requires an initial SCM estimate
that is subsequently de-biased via Ridge regressions. Using the data application from Abadie et al.
(2015), they show that their two-step estimator can result in better model fit in the case where the treated
unit’s time series meets the convex hull condition. Instead, this paper focusses on the case where donor
weights can move freely — independent of first-step SCM estimates — and are penalized via different
cross-validation techniques.

To evaluate the performance of RRM with freely moving weights, we conduct two types of analysis.
First, we run two sets of Monte Carlo simulation series with a treated unit, and for which the data
generating process (DGP) is known, such that we can observe the estimator’s behavior when the treated
unit either falls in- or on the of the convex hull. Second, we consider two empirical cases without a
treated unit for which the DGP is unknown and where we perform placebo tests on sectoral employment
in Dutch provinces. In particular, we assume zero treatment effects for all Dutch provinces and estimate
the treatment effects for the provinces with the —in terms of outcome levels and variance- lowest and
highest employment numbers.

For the two sets of Monte Carlo simulation series, we assess and compare the performance of SCM and
RRM. In the first set of simulations, we assess the performance of both approaches when the DGP of
the treated unit is compatible with the convex hull constraint. In particular, the expected pre-treatment
outcomes of the treated unit equal the expected pre-treatment outcomes of half of the donor pool. Here,
we would expect SCM to perform optimally, yet it is questionable whether RRM can perform equally



well due to greater flexibility of the potential weights. In the second set, the DGP of the treated unit is
systematically “on the boundary” of the donors’ convex hull. To operationalize this setting, the variance
of the expected pre-treatment outcomes of the treated unit is the smallest and equals the expected pre-
treatment outcomes of only one donor in the donor pool.* Again, half of the donors have correlated time
series yet all donors have systematically larger variances of expected outcomes. We hypothesize that
RRM outperforms SCM as the former can flexibly attach large weights (that do not sum to one) to
multiple correlated donors whereas the latter model must select one equal donor to fulfill the constraint.
For both series of simulations, we assess model performance with different levels of autocorrelation,
signal-to-noise ratio and observation-to-predictor ratios. Autocorrelation is an obvious feature of time
series DGPs and hence warrens further investigation. Both low signal-to-noise and low observation-to-
predictor ratios — i.e. “large p, small n” — are known to increase overfitting and are therefore of interest
in assessing overall prediction performance.

The results of the Monte Carlo simulations show that for the series of simulations where the treated unit
satisfies the convex hull condition, both models perform comparably well in terms of model fit, bias,
and overfitting. Second, for the series of simulations where the treated unit is on the boundary of the
donors’ time series, RRM has a higher model fit and a lower degree of overfitting. In this instance,
model performance of RRM equals the case where donors are very similar. This suggests that RRM can
accurately generate counterfactuals even when donors are systematically different as long as time series
are correlated. Bias is comparable between both models and close to zero. Third, the results show that
cross-validation techniques matter, albeit to a relatively small extent. In particular, the cross-validation
technique that maximizes information in the cross-validation function yields the best model
performance for RRM estimators. At the same time, differences in weights and thus model performance
are small across cross-validation techniques for a given simulation setup.

In addition to simulation analysis, we consider two empirical cases where we perform placebo tests on
sectoral employment in Dutch provinces. In particular, we estimate the counterfactual of sectoral
employment of the smallest and largest provinces — both in level and variance — using RRM where we
expect a treatment effect estimate of zero, given the absence of a policy intervention. We consider
employment in two sectors: Restaurants and Universities. These sectors fit multiple data criteria and to
the best of our knowledge did not undergo treatment. The results reveal that RRM very closely predicts
actual employment for the placebo-treated units over two years (2021 and 2022). As hypothesized, the
average effect size is close to zero and ranges from -1.54% to 0.4% of actual employment over the
placebo treatment period.

The remainder of this paper is structured as follows. Section 2 describes the general data setup, notation
and estimation problem. Section 3 describes multiple constrained regression methods with cross-
validation that pose a solution to the estimation problem. Section 4 and 5 describe the simulation setup
and simulation results, respectively. Section 6 shows the results of an empirical application where RRM
estimates the counterfactual for sectoral employment levels in provinces that are on the boundary of the
data set. Finally, Section 7 concludes.

1 Of course, RRM would also be suitable for treated cases that are distanced further away from the boundary.
I.e. cases where the level or variance of the time series is clearly well-beyond the common support of the
donors. We choose the boundary case as this may represent a case in which the practitioner may be in doubt
over which method to select, or even select solely SCM as structural variation is obscured by noise.



2 COUNTERFACTUAL AND MISSING DATA PROBLEM

Suppose we observe outcome Y, for unit 0 during period t = 1, ...,T. Duringperiod t =Ty + 1, ..., T
unit 0 receives intervention I and during the period t = 1, ..., T, it does not. We denote an outcome with
intervention I as Y{, and without the intervention as YJY. The goal is to estimate 7, = Y{, — Y\ for t =
Ty + 1, ..., T which represents the treatment effect of intervention I for unit 0 — henceforth called the
treated unit. Notice that for the post-treatment time period, T, + 1, ...,T, we do not observe the
counterfactual outcomes YgY such that 7, is not observed. The goal of synthetic control methods is to
estimate Y§} such that the treatment effect can be identified.

To construct the counterfactual, observed outcomes of other units are used that do not receive the
intervention. These outcomes are at no point in time affected by intervention | and therefore may
incorporate information about what would have happened if the intervention had not taken place for
unit 0. Suppose we observe Yj’t" forunitsj =1, ...,/ during period t = 1, ..., T. These units are typically
referred to as donor units in the synthetic control method literature. Consider the following T X J-matrix
YN of observed outcomes without intervention I:

1R (LA 7 \
NoyN L uN
YN = I YOTo Y1T0 Y]To I
| ? Y11¥"0+1 Y]I,%"0+1| (1)

\ ? Yf% Y]A%" /

The cells with a question mark are the unobserved counterfactual outcomes of the treated unit that must
be estimated. Synthetic control methods can be intuitively explained by partitioning the YN matrix in
two parts: An upper part and a lower part representing the pre- and post-treatment periods, respectively.
In step one, the treated unit’s pre-treatment outcomes in the upper part are modelled as a function of the
donor’s pre-treatment outcomes. In step two, the donor outcomes of the lower part are plugged in the
estimated function from step one to predict the unobserved counterfactual outcomes of the treated unit.
Importantly, the validity of the estimated counterfactual outcomes are based on the assumption that the
prediction function in the non-intervention period is also the correct function for estimating the
outcomes for unit 0 in the intervention period if no intervention was received.

To model the relation between the treated and donor outcomes, weights are estimated using different
regression-based models.? In each model, each donor unit receives a weight w/™ such that the estimated

counterfactual of model m is represented by:

1701\\; = 2§=1WJ.’”th fort=Ty+1,..,T @)

The counterfactual outcome is a linear combination of donor outcomes and choosing the appropriate
regression model — i.e. the regression model that yields the best outcome predictions in the upper part
of the matrix — is important as it determines the values of the counterfactual outcomes for causal
inference.

2 Notice that other models can be used as well, such as Bagging or Random Forests or Matrix Completion.



3 REGRESSION METHODS TO ESTIMATE THE COUNTERFACTUAL

In essence, a regression-based estimator with constraints generates the weights in (2). To construct the
weights, the following objective function is minimized:

. T z
argmin Y2, (Yo, — Z;=1ijjt) ®)
w

which is the OLS estimator. SCM imposes a convex hull constraint in which the weights are on the unit
interval and sum to one. RRM impose ¢, and £, norm constraints that allow weights to move freely
and which are determined by cross-validation. This paper compares the performance of both models as
they may yield different estimates of counterfactuals and hence estimates of ;.

3.1 Abadie, Diamond and Hainmueller (2010)

In their sequence of seminal papers Abadie, Diamond, and Hainmueller (2003, 2010, 2015) introduced
the Synthetic Control Method (SCM) and proposed the following estimator:

R 2
arg‘;}nmzt"=1 (YOt — zg:leth) s.t. Z§=1wj = Lw; =20 (4)

Because the weights sum up to one and are greater than zero they form a convex combination of the
donors.® More generally, the convex hull constraint stipulates that vector of pre-treatment outcomes of
the treated unit is contained in the convex hull of vectors pre-treatment donor outcomes.*

Abadie (2021) lists some of the advantages of this approach relative to alternative regression-based
models. First, weighted donors do not fall outside the support of the data such that there is no
extrapolation — e.g. negative weights may indicate nonexistent potential values. Second, the weights
make it transparent how the counterfactual is constructed and allow for a comparison between the
treated unit and the weighted donors on several dimensions. The researcher can judge whether the match
makes sense. Third, constraints ensure that the solution is sparse — i.e. a limited number of donors get
a positive weight. This yields an advantage in terms of the aforementioned evaluation and
interpretability.

At the same time, Abadie (2021) describes important contextual and data requirements. The treated unit
must satisfy the convex hull condition where the treated unit cannot be extreme in terms of the time
series in comparison to donors. “In some cases, however, the unit affected by the intervention of interest
may be extreme in the values of the outcome variable before the intervention and, as a result, there will

3 The basic setup in the seminal papers may also include variables other than Y;, that are relevant in the
determination of ¥;,. The model then becomes

2
arg min YX_, v, (Xo — Zj]=1WjX]-k) st Zi_w; =1Lw; =0,

w
and X, and X; can contain both pre-treatment outcome values and pre-treatment determinants of the outcomes.
vy, indicates the relevance of each determinant and can be estimated such that the pre-treatment outcome fit is
maximized, for example (see ADH for details). In this study, we consider only the case of pre-treatment
outcomes, because this is encountered frequently in the empirical literature due to data unavailability (e.g. Lindo
and Packman, 2017; Hinrichs, 2012; Gobillon and Magnac, 2016; Baccini et al. 2014) and relates directly to
other studies that use regularized regression methods in the study of counterfactual estimation and inference
(e.g. Ahmad et al., 2018 and Chernozhukov et al., 2021).
4 As noted in Goh and Yuh (2022), in practice the convex hull constraint often does not hold such that a solution
does not exist. Instead, Abadie and Gardeazabal (2003) therefore propose an approximate solution as given in

(4).



not be a weighted average of untreated units that can approximate the trajectory of the outcome
variable for the treated unit before the intervention. (Abadie, 2021, p.411)”.

3.2 Regularized Regression Methods

Zou and Hastie (2005) describe three regularization methods in which the minimization problem is
constrained by including €; and £, norm penalties. The Elastic Net — which is a linear combination of
the £, penalty (Lasso) and ¢, penalty (Ridge) — imposes the following constraints to the minimization
problem described in (3) (Zou and Hastie, 2005):

.o 2 1-
argurlmn Ztozl(Yot —-c— Z§=1 wj Y]t) s.t. a2§=1|wj| + T“ZLI Wj2 <s (5)
with criterion
. T, 2 1-a)
argmin {Zt‘;l(YOt —c— Z;zleth) + AZ}zl <a|wj| + > wf)} (6)
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The weight constraints are more flexible than the SCM weight constraint because they allow for
negative weights, weights greater than one, and because the weights can add up to any number. Also
(5) and (6) contain a constant ¢ to account for level differences between treated and donors’ time series.
As opposed to SCM, the treated unit is allowed to systematically fall both inside and outside the convex
hull of the donors, such that the counterfactual of extreme treated units can be approximated.

More generally, imposing fewer restrictions on the weights prevents discarding valuable information.
For example, trends that are systematically and negatively correlated will receive a zero weight, even
though they can predict the time series of the treated unit. Of course, the enhanced flexibility must still
warrant that the counterfactual can accurately predict what would have happened to the treated unit in
the absence of the treatment. Therefore, the constraint in (6) include hyperparameters A and «, such that
too much flexibility is penalized. Firstly, (5) and (6) encompass three regularized regression models
which determine how weights w; are penalized: Lasso (« = 1), Ridge (@ = 0) and Elastic Net (a €
(0,1)). The way in which the model is penalized is decisive for the estimation of w;. Zou and Hastie
(2005), for example, show that Elastic Net is the preferable model when predictors are highly correlated.
Secondly, A determines the level of penalization on weights w;. For example, setting 4 to zero results
in standard OLS which is too flexible in cases where T, is relatively small in comparison to J — e.g.
overidentification or overfitting. The appropriate setting of A and a follows through cross-validation
which aims to maximize the predication accuracy of the treated unit’s counterfactual.

3.3 Cross-validation

Cross-validation is a technigue to evaluate the performance of prediction models when there potentially
is a problem of under- or overfitting. When using cross-validation the data is partitioned into subsets
(general referred to as folds) and then the training and validation sets are rotated over the folds. The
number of regression models estimated is thus equal to the number of folds, and for each iteration the
mean squared prediction error (MSPE) of the validation dataset in that fold represents the model
performance.

The cross-validation procedure followed in this study is illustrated by Algorithm 1. For different values
of a and 4, the elastic net model in (6) is estimated using the training set, and this yields the estimates



of the weights wj.5 These weights are subsequently used to evaluate the model performance based on
the MSPE for the validation set. For each « and A, the estimated MSPEs, which result from different
training-validation set combinations, are averaged to obtain the cross-validation estimate CV,;. The
optimal combination of a and A is the combination that yields the lowest CV,;. The estimated weights
for this particular combination is then considered the optimal weight vector, w;’, which is used to
determine the counterfactual Yy,

Algorithm 1. Cross-validation for training-validation datasets q; € Q4
1 forall a € [0,0.33,0.67,1]

2 forall 2 € [0,1, ...,500]

3 forall g; € Q4

4 Estimate (6) in training set

5 Determine MSPE in validation set
6

7

8

9

end
estimate CV,;
end
end
10 select values A and a with lowest CV,; and estimate w; to predict Yor

The outcomes of the cross-validation procedure can vary with the sampling-design (d) choice of the
training-validation set combinations q,; € Q4. In this study, we evaluate performance differences
between the following three choices of training-validation set combinations: (1) leave-one-period-out
(LOPO), (2) rolling window (RW) and (3) leave-one-donor-out (LODOQ). These design choices are
visually represented in Figure 1.

The LODO design selects the outcome of the treated unit in one pre-treatment period as validation set
and all outcomes in the remaining pre-treatment periods as validation set. This gives T, different
training-validation set combinations where the training set is a (T, — 1) X J matrix and the validation
setisa 1 x J matrix for each iteration The MSPE of each iteration is thus based on the single, squared
discrepancy between the actual and estimated outcome for the treated unit. The cross-validation
function is the average of the T, estimates of MSPE from each validation set. This design may be
preferred to K-fold designs (where validation sets with multiple time period are selected) because pre-
treatment information is often scarce.

The RW design acknowledges that cross-validation may want to control for potential serial correlation
and nonstationarity (Bergmeir et al. 2018). This second training-validation design (g, € Q,) therefore
involves the selection of an initial training set of all units’ outcomes in pre-treatment periods t =
1, ..., z. The matching validation set consists of the outcome of the treated unit in the next pre-treatment
period t = z + 1. The following training-validation combination contains a training set of outcomes in
periods t = 1, ...,z + 1 and the outcome of the treated unit in period t = z + 2 as validation set. This
process continues until validation set t = T, is reached. Now, the training sets increase in size from a
z X J matrix in the first iteration to a (T, — z) X J matrix in the last iteration. For each iteration, the
validation setisa 1 x J matrix where the MSPE again consists of the single, squared discrepancy of the

5 Due to the large set of simulations and resulting time constraints, Algorithm 1 evaluates prediction accuracy
for 4 values of alpha — ranging from a = 1 (Lasso) to @ = 0 (Ridge).

6 Standard practice in RRM with cross-validation is for predictors — i.e. times series of donor units — to be
standardized. We use Stata package lasso2, which incorporates this feature. Moreover, the algorithm does not
iterate along all A € [1,...,500] yet iteratively selects the optimal A per twentyfold and then selects the

nearby A* that yields the lowest CV,;.



actual and estimated treated outcome. The cross-validation function is the average of (T, — z) estimates
of MSPE from each validation set.

Finally, Doudchenko and Imbens (2016) suggest the LODO design in which donor units, instead of the
treated unit, are used to validate the hyperparameters. One by one, the untreated units are selected and
serve as a placebo treated unit. The remaining untreated units serve as donors. For each placebo unit,
the weights w; are estimated and tested on the post-treatment data of that unit. In particular, the training
set is a T, X (J — 1) matrix, which is reshuffled iteratively such that all untreated units serve as a
placebo unit. Within each iteration, the MSPE is then based on the vector of post-treatment outcomes
for the placebo unit. The cross-validation function is then the average of (J — 1) estimates of MSPE
from each validation set. A potential pitfall is that the treated unit may require different training of
hyperparameters than the average of untreated units.

Finally, one must decide which sampling design (d) to select for the estimation of the optimal
combination of a*, 2" and w;. We propose a simple strategy in which the sampling design is selected

that yields most information about model fit. In particular, we select the sampling design that yields
most measures of prediction error in the cross-validation function. If (T — T,,) X J > T, then LODO is
selected. Otherwise, LOPO is selected. Notice that this strategy does not allow for the selection of RW.
Nonetheless, we include it in our simulation study to assess its performance in the (non)presence of
autocorrelation. Additionally, we include results in which the selection method is data-driven and the
sampling design is selected that that minimizes CV,;.

4 SIMULATION SETUP: DATA GENERATING PROCESS AND PERFORMANCE
INDICATORS

4.1 General setup

To assess the performance of the SCM and regularized regression models, we adopt a Data Generating
Process (DGP) that is typically used in synthetic control studies (see, for example, Abadie et al. 2010;
Chernozhukov et al. 2021; Ferman, 2021).” In particular, we have

th = [l]'(st + Ejl’ (7)

where €;,~N(0, zj2 c2) is an independent shock which is scaled by zj, 8¢ isa K x 1 vector of latent time
effects and p; is 1 x K vector of unit-specific coefficients. To incorporate autocorrelation, latent time
effects are modelled as an AR(1) process:

Ot = Pk5k,t—1 + Uge (8)

7 The DGP is used in many recent synthetic control studies with many different purposes. For example, Abadie
etal. (2010) demonstrate the bias bounds of the synthetic control estimator in (3). Ferman et al. (2020) generate
simulation results to show that specification searching — i.e. cherry picking or fishing expeditions — may bias
synthetic control estimates. Ferman (2021) shows the asymptotic properties of the synthetic control estimator
when both T, and J are large. Chernozhukov et al. (2021) proposes new inference procedures to detect treatment
effects. Ben-Micheal et al. (2021) exhibit the behavior their augmented synthetic control estimator. Abadie
(2021) applies the abovementioned DGP to show the overall feasibility, data requirements and methodological
aspects of the synthetic control procedure. Since almost all studies on the synthetic control estimator are based
on (4), we apply it to compare the behavior of the SCM and RRM estimator.



where v, ~N(0,1 — p2) is a shock that is modelled such that the variance of &y, equals 1 for all values
of autocorrelation coefficient p, — i.e. the signal-to-noise ratio (S/N) of outcome Y;, remains the same
and only depends on 062]_. Finally, only the first unit (j = 0) receives treatment and the other units do
not:

YJ?] = ”],'8t + zj€jt forj=1,..,J ©)

Yolt = ﬂbst + T+ Zg€pe (10)
where T is the time-invariant treatment effect.

4.2  Parameterization and data environments

The simulation setup distinguishes three environments in which model performance is evaluated. The
environments are distinguished based on the level of noisiness in the outcomes and the predictor-to-
observation ratio. Within each world, the following setup is always the same.

Firstly, there are two independent factors &;, and &8,, where Yj; = u;6;; + €;, for j =0, ...,/ /2 and
Yii = ujby + €j¢ for j = J/2 + 1,...,]. This implies that the treated unit’s times series is correlated to
the series of the first half of the donor set but not to the second half of the donor set. Therefore, donors
in the second half of the set do not contain useful information for the treated unit’s time series. Secondly,
in all instances we set pg = py = 1 for the treated unit. Thirdly, we always compare two cases that
indicate whether the treated unit is in or on the edge of the convex hull of donors. In particular, we set

1 treated unit in the convex hull

K =H = {~N(2,0.25) treated unit on the edge of the convex hull )

where the upper case indicates that units j = 1,...,J/2 all adhere to the convex hull constraint — i.e.
Zj]=1W]' = 1,w; = 0. In particular, any convex combination of the first half of donors will yield the

expected counterfactual outcome. Hence, we expect SCM to perform well in this case yet it is
questionable whether RRM performs equally well due to greater weight flexibility. The lower case
implies that the variance of the treated unit’s time series is systematically lower than that of the donor
units with a probability of 0.02 that p, is greater or equal than w,,...,u;,,. Hence, the convexity
constraint of SCM can only be satisfied for a very limited fraction of suitable donors j = 1, ...,/ /2 even
though they all have correlated time series. As RRM allows for more flexible weights, it can flexibly
form any linear combination of the first half of donors — with correctly penalized weights — to estimate
the counterfactual time series. Given the larger set of donors that contain a meaningful signal, we expect
RRM to outperform SCM. Finally, in all worlds we compare positive autocorrelation (p, = 0.25) and
zero autocorrelation.

As stated above, the performance of SCM and RRM — in and on the edge of the convex hull and with
altering autocorrelation coefficients — is tested in different data environments. Firstly, we compare
different levels of noisiness in outcomes Y;.. Noisiness is represented by the signal-to-noise ratio (S/N);
= var(u;Ay)/var(e;,) = uj/zfoZ. Importantly, we want to keep (S/N); equal between all units
within worlds, so we set z; = u; such that all units have equal (S/N); = 1/02. Also, the environment
depends on its dimensionality: T, /J, which indicates the ratio of observations to predictors.

First, the full-information environment is given by a high S/N = 10 and low dimensionality T, /] =
40/25. Second, the overidentified environment is given by S/N = 10 and T,/] = 25/40. Finally,
performance of the noisy environment is set by S/N =5 and T, /] = 40/25. Each case is simulated 100
timesand 7, =7 = 0.



Figure 2 shows a simulated set of time series with parameterizations from the noisy environment with
positive autocorrelation. The treated unit’s coefficient is on the edge of the convex set of donor
coefficients. The black series represents the treated unit with p, = 1, the pink series represent donors
j =1,...,13 with correlated time series and donors j = 14, ...,25 have uncorrelated time series. The
unit-specific coefficients of the donors follow normal distribution u;~N(2,0.25). Even though the
treated unit is visibly on the lower boundary of the correlated donor series, this may not be apparent to
the practitioner in an application with naturally occurring data as the DGP is typically unknown. In
particular, the treated unit’s outcome may be in the convex hull of donor outcomes yet be on the
boundary of the of the hull of donors that are correlated (as in this example). As such, one may be
tempted to apply SCM as the convexity constraint appears to be satisified even though the amount of
suitable donors is very limited. RRM may in this instance be more suitable due to greater weight
flexibility.

4.3 Performance indicators

To assess the performance of SCM and RRM we evaluate bias and model fit which are determined by
analyzing and comparing the post-treatment true and estimated counterfactual. The measure of bias By,
for model m is defined by

A 1 S 1 ~
B = E(r — ) = 1= Slenyn (6 = ¥0D = (0 = 16D)) = 127 Bary a1 (B Wy ¥ — ¥6Y) (12)

where Y{! and Y indicate the true and estimated counterfactual, respectively. Model fit is represented
by

2
Rzn,post — (1 _ SSRPost) — <1 _ Z?:T0+1(Y01¥_?(5¥)2 > — <1 _ Z{=T0+1(YOI¥_Z§=1ijY1'f) ) (13)

T N_yN 2 T N_yN )2
T'SSpost Zt:T0+1(Yot_Yo,post) ZL’:TO+1(YOt_YO,pOSt)

where Y3, indicates the average post-treatment counterfactual outcome.® It thus represents a measure
of accuracy around each separate post-treatment outcome. Notice for S/N = 10 and S/N = 5, the
maximum achievable R7, ,,,s; equal 0.91 and 0.83, respectively. Additionally, we consider overfitting
that represents the degree to which the pre-treatment model fit deviates from the post-treatment model
fit. As the suitability of the SCM is determined by the pre-treatment model fit, it is important to which
degree this estimate gives a misguided representation of the post-treatment model fit. Overfitting O,,, is
given by

T _ 2 _ 2
Ztgl(yol\g_y&lpre) Z?=T0+1(Y({¥_YOIYpOSt)

To (yN_y) & y. ) T YN_s) oy )
Oy = ern,pre - ern,post = (1 — Zt_l( 02 =1 Wjm ]t) ) — <1 - Zt_TOH( 0721 Wjm ]t) (14)

where Y%, indicates the average pre-treatment counterfactual outcome.

8 The DGP contains neither trend nor drift such that ¥;Y,,., and ¥;",,.. equal 0 in expectation. As such, the R? has
the usual interpretation as with OLS where model fit is compared to that of a horizontal line in the outcome-time
plain. We deem it useful for interpretability within and between models and for pre- and post-treatment
comparisons.



5 SIMULATION RESULTS

5.1 Model performance

Table 1 shows the evaluation results for the case where the treated unit’s coefficient (1) equals that of
the donors and thereby clearly satisfies the convex hull constraint. All estimates are based on the LODO
sampling design as this yields most information in terms of prediction errors over which the cross-
validation function is averaged (see Figure 1C). Panel A describes the DGP in which the time series is
characterized by the fullest set of information in which the number of observations — 40 pre-treatment
time periods — is large, the number of predictors — 24 donor units — is small, and the signal-to-noise
ratio is high—S/N = 10. In Panels B and C, the data environment contains less information. In particular,
in Panel B the signal-to-noise ratio decreases to 5. In panel C, there are more predictors (40) than
observations (25) such that the model is overidentified and simultaneously contains less pre-treatment
periods — i.e. observations — to estimate weights w;. Within each environment, the table shows the
model fit, bias and the degree of overfitting evaluated at the mean and median of the distribution of
estimates. Each panel depicts separate results for p = 0 and p = 0.25. Because the results for positive
and zero autocorrelation are very similar, we describe these results simultaneously.

First, Panel A shows that the model fit of RRM and SCM are close to the maximum possible fit — i.e.
10/11 = 0.909. The estimates range from 0.865 to 0.884. The high model fit is matched by low degrees
of overfitting — indicated by the pre- and post-treatment model fit differential. All bias estimates are
close to zero. For each performance indicator we find that the absolute difference between estimators
is smaller than 0.011 indicating that RRM and SCM perform equally well. In particular, in both cases
model fit is close the limit of 0.909, there is negligible bias, and overfitting is small and similar between
both models.

Second, Panel B depicts the results when the environment becomes noisier and the signal-to-noise ratio
decrease to 5. For both cases, we find that the model fit decreases to approximately 0.76 where the
maximum possible fit equals 0.83. In addition, the noise increase results in greater overfitting in
comparison to the full information environment. Bias is approximately equal to zero for both models.
Again, RRM and SCM perform comparably well.

Third, Panel C reveals the case where the number of predictors increase and the number of observations
decrease. The results mimic those of Panel A and show that the model fit of both models is close to the
maximum of 0.909 and the bias is approximately zero.

Table 2 depicts estimates of the models’ performance when the treated unit’s coefficient (1) is on the
edge of the convex set of donors’ unit-specific coefficients. For RRM the results are very similar to
those of Table 1 where the treated unit equals the donors, in expectation. Panel A — where the DGP
contains the fullest set of information — again shows that the model fit of RRM is close to the maximum
of 0.909. The flexible weights of RRM, which are penalized via Algorithm 1 and sampling design
LODO to prevent under- and overfitting, thus allow the estimation of a highly accurate counterfactual
even though the donors have unit-coefficients that do not satisfy the convexity constraint. Panel B again
shows that as the DGP contains more noise, model fit decreases and overfitting increases as in Table 1.
Panel C again reveals a high model fit of approximately 0.87.

In addition, Table 2 indicates that the estimated model fit of SCM decreases in comparison to RRM
when the treated unit’s coefficient () is on the edge of the convex set of donors’ unit-Specific
coefficients. In the full information environment (Panel A), estimates of model fit decrease to
approximately 0.78. This implies a difference between RRM and SCM of roughly 9 percentage points.
Bias is negligible and the degree of overfitting is higher in comparison to RRM. Panel B shows that
model fit decreases further to approximately 0.64 as the environment becomes more noisy. The model
fit differential A widens to approximately 14 percentage points. Also, SCM seems to cause greater



overfitting in the case of greater noise. The bias remains approximately zero. For the overidentified
environment (Panel C), model fit is lower than RRM by roughly 9 percentage points. The degree of
overfitting is greater for SCM and bias is again comparable and close to zero.

Summarizing, the first result is that when there are many similar donors, and the convexity constraint
is thus easily satisfied, SCM and RRM perform equally well overall. The second result is that when the
treated unit is on the boundary of the convex hull, the model fit of RRM is high and very similar to the
case with similar donors. This suggests that RRM can generate counterfactuals even when donors are
systematically different as long as time series are correlated. The model fit of SCM drops in comparison
to RRM.

5.2  Cross-validation

The RRM estimates in Tables 1 and 2 are based on Algorithm 1 which is performed for sampling design
LODO as depicted in Figure 1C. This sampling design is selected because it contains most estimates of
prediction error in the cross-validation function, namely 25x25 in the full-information and noisy
environments and 40x25 in the overidentified environment. In comparison, the other sampling designs
contain at most 40 and 25 estimates of prediction error in the cross-validation function, respectively. It
is therefore questionable whether the sampling methods produce similar results. At the same time, these
CV-procedures are described in other papers involving synthetic controls — e.g. Ben-Michael et al.
(2021) and Hollingsworth and Wing (2022) — such that further investigation of its performance is
warranted.

Tables 3A and 3B show the performance estimates with different sampling designs for the cases where
the treated unit’s systematic variation is in and on the edge for the donors’ convex hull, respectively.
Again, Panels A, B and C show the different data environments that depend on noise and dimensionality
of the data. The boldface estimates indicate highest model fit, lowest bias and lowest degree of
overfitting across sampling designs. Both tables show a clear pattern: cross-validation with LODO
yields highest model fit and lowest levels of overfitting. Bias seems to be more evenly spread amongst
different sampling designs. The differences between LODO and other sampling designs is typically
small, however. In the full-information environment, differences in model fit and degree of overfitting
are typically smaller than 1 percentage point. As the degree of information decreases in the data
environments (Panels B and C), the differences range between 2 to 3 percentage points. This result
suggests that the choice of sampling design in cross-validation is best informed by the number of
prediction errors that are used in the cross-validation function.

Table 4 depicts the proportion of simulations in which the three sampling designs imbedded in
Algorithm 1 generate the lowest cross-validation function. The table shows that there is no dominant
cross-validation technique that is selected by the data-driven method. For the case where the treated
unit is on the edge of the convex hull, we find that only LOPO and RW yield the lowest cross-validation
function. For the other cases, the cross-validation techniques are more evenly distributed over
simulations. As described above, LODO yields the best model performance. As such, using a selection
method based on cross-function minimization over sampling designs is not recommended.

6 PLACEBO TESTS WITH REGISTRATION DATA ON SECTORAL EMPLOYMENT

The simulation results rely on known DGPs that allow for the assessment of model performance in
terms of model fit, bias and overfitting. At the same time, we acknowledge that other DGPs may drive
treated and donor outcomes over time. Therefore, we study two empirical applications where the DGP
is unknown and the RRM-estimator should be particularly fitting: cases where the treated units’ time



series are correlated yet have either a low level and variance or a high level and variance. In this setting,
the constraints of the SCM estimator — given in (4) - are too restrictive and cannot yield an accurate
solution to the minimization problem. In contrast, the greater constraint flexibility of RRM, as given by
(5) and (6), can amend to these boundary conditions in the estimation of wj. In both cases of , we
perform placebo tests where we assume that the treatment effects are zero.

To credibly perform a placebo test with the RRM-estimator, the time series of treated and donor units
must adhere to data requirements. In particular, there must be sufficient pre-treatment periods and the
signal-to-noise ratio must be low to prevent poor model fit. To meet these requirements, we use data
from Statistics Netherlands (in Dutch CBS) on sectoral employment in different Dutch provinces. The
twelve Dutch Provinces represent the administrative layer between the national government and local
municipalities and are responsible for policies of regional importance. Statistics Netherlands collects
monthly register data of all employees in the Netherlands, which contain information on narrowly
defined sectors and place of work for each employee. To identify suitable sector-province units, we
consider units that have more than 5000 monthly workers. A large number of workers per unit arguably
guarantees a high signal-to-noise ratio. Moreover, units are only considered if there is complete monthly
information during the period 2017 to 2022. The first 48 months serve as the pre-treatment period
whereas the last 24 serve as the post-treatment period. Additionally, the time series must not contain
sudden level-shifts. Such a jump can, for example, occur because work location is registered at the firms
headquarter level, and a reallocation of a headquarter can cause a substantial upward or downward shift
in employment. Also, we require at least 5 provinces for analysis. Finally, as we conduct a placebo test,
we ascertain that no intervention took place on the sector-province level during the time of analysis.
This leaves the employment in two sectors to be analyzed: Restaurants and Universities.

The left panels of Figure 3A and 3B show the time series of employment in both sectors. Both sectors
show substantial seasonal variation with an average upward trend in worker numbers. The restaurant
sector faced multiple dramatic drops in employment due to the covid-19 restrictions imposed by the
central government. Zuid-Holland has both the highest level and variance of monthly workers in both
sectors. Limburg and Noord-Brabant contain the lowest level and variance of workers in the restaurant
and university sector in the analysis set, respectively. Other units show correlated time series, yet cannot
be used to estimate weights with the SCM estimator. The constraints as given in (4) are too restrictive
and do not yield a solution to the minimization problem. In contrast, the greater constraint flexibility of
RRM, as given by (5) and (6), can amend to these extremes in the estimation of w.

AKin to the simulation analysis, we use Algorithm 1 to estimate w; and rely on LODO sampling as this
yields most estimates of prediction error in the cross-validation function. The estimated average
treatment effect over period 2021-2022 is given by

A 1 N
£ = Sl (Tj=a e — Vo) (15)

In addition, we consider model fit by looking at the MSPE. In the period prior to the hypothesized

*

placebo treatment, MSPE,. indicates the MSPE that results from the optimal weights w; found by
Algorithm 1. MSPE, s shows the post-treatment deviation from the treated units’ actual time series.

The middle and right panel of Figure 3 A shows the actual and predicted time series of restaurant workers
of the Provence Limburg and Zuid-Holland, respectively. As hypothesized, in both cases we document
negligible average treatment effects. In the case of Limburg, the difference between actual and predicted
number of workers equals 6 which is an average increase of 0.07% in employment in comparison the
actual employment levels during the two year period. For Zuid-Holland, we estimate an average
increase of 118 workers, which is equivalent to a 0.4% increase in employment. In both instances, we



find that the MSPE, ¢ exceeds the MSPE... This is in line with the simulation results from Tables 1
and 2 where overfitting causes slightly less reliable results in the out-of-sample predictions.

Figure 3B reveals the actual and predicted employment of university employees for the provinces
Noord-Brabant and Zuid-Holland. The results are similar to those for the restaurant sector: the estimated
average treatment effects are close to zero. The middle panel shows an average decrease in workers of
29 during 2021 and 2022. This implies a decrease of 0.43% relative to actual average employment
levels. Again, the MSPE, s exceeds the MSPE,.. which may be due to overfitting. For Zuid-Holland,
in the right panel, we estimate an average decrease of 315 workers (-1.54%). The decline is mostly
driven by the employment development during 2022 — the last treatment year —, however. Potentially,
the greater discrepancy between actual and predicted times series at the end of the prediction period is
caused by out-of-date weights. As the weights are estimated based on information up to 2020, looking
ahead more than one year may yield less reliable results.

7 CONCLUSION

This paper provides empirical evidence of the performance of regularized regression methods (RRM)
in the estimation of counterfactual outcomes in a data setting with a single treated unit. Relative to
commonly used synthetic control methods (Abadie et al., 2003, 2010), a RRM approach allows for the
weights of donor units to move freely in constructing the counterfactual for the treated. As such, RRM
is better tailored to cases where the treated unit’s outcome have high or low levels and variance. This
paper evaluates the performance of RRM and SCM in aforementioned cases, and utilizes multiple cross-
validation techniques to find optimal donor weights. To evaluate model performance, we conducted
extensive simulation analysis and perform placebo tests on registration data on sectoral employment in
the Netherlands.

We document that RRM with cross-validation accurately predicts counterfactual outcomes for treated
units. In a series of simulation studies, our results show that this holds both for cases where the treated
unit is comparable in level and variance to donor units and to cases where the treated unit systematically
differs. First, the simulations show that RRM methods have similar prediction performance in
comparison to SCM when treated units and a fraction of donors have equal expected outcomes. In
particular, they have similar bias — close to zero — and high model fit and low overfitting. Second, when
the treated unit is on the boundary of the convex hull of donors, the simulation results show that RRM
has better model fit and lower degrees of overfitting. In particular, there is a closer fit between the
estimated and actual counterfactual for each post-treatment time period. Again, we find little bias. These
results hold in cases where the number of time periods is both relatively low and high in comparison to
the amount of donors, and when there are differing degrees of noise and autocorrelation. This suggests
that RRM is able to estimate an accurate prediction of the treated counterfactual even when donors are
systematically different. Third, cross-validation technique matters albeit to a relatively small extent. In
particular, the cross-validation technique that maximizes information in the cross-validation function
yields the best model performance for RRM estimators.

In addition to the simulation analysis, we perform a series of placebo tests to observe the behavior of
the RRM estimator using naturally occurring time series data. That is, we consider sectoral employment
in provinces in The Netherlands during period 2017 to 2022. As the RRM is particularly useful for
policy evaluations where the treated unit is not easily approximated by a convex combination of donors,
we predict the counterfactual for both the smallest and largest provinces in terms of sectoral
employment, where we observe both the lowest and highest levels and variances of workers over time,
respectively. For these instances, it is impossible to construct an appropriate counterfactual using the
SCM and thus exemplifies the situations in which RRM can be of particular use. The results show that



for the aforementioned instances the RRM is able to almost perfectly predict employment for a two-
year period following the placebo treatment. This further underlines the potential of RRM as a method
for estimating treatment effects for units that cannot be approximated by a weighted average of donors.

Enabling a rigorous quantitative effectiveness evaluation for single aggregated units — such as
institutions or regions — that underwent a particular policy intervention is of paramount importance in
identifying good governance (McCleland and Gault, 2017). The SCM, as popularized by Abadie et al.
(2010), has proven itself as a very successful and transparent approach in realizing this objective for
data contexts in which the counterfactual can be constructed as a convex combination of a selection of
these control units. Yet, certain policy interventions are naturally targeted at units that are characterized
by extreme (developments in) outcomes in the pretreatment period, as this is often an important
determinant for policy-makers to consider intervening, in which case SCM cannot construct a synthetic
control from the pool of potential donor units. It is particularly for these contexts that RRM approaches
can be a useful addition to the policy evaluator’s toolkit. RRM approaches have additional important
methodological considerations, most notably which cross-validation procedure to pursue. The results
presented here highlight the use of a simple sampling rule which seemingly warrants the estimation of
the most accurate counterfactual.



8 REFERENCES

Abadie, A. (2021). Using synthetic controls: Feasibility, data requirements, and methodological
aspects. Journal of Economic Literature, 59(2), 391-425.

Abadie, A., Diamond, A., & Hainmueller, J. (2010). Synthetic control methods for comparative case
studies: Estimating the effect of California’s tobacco control program. Journal of the American
statistical Association, 105(490), 493-505.

Abadie, A., Diamond, A., & Hainmueller, J. (2015). Comparative politics and the synthetic control
method. American Journal of Political Science, 59(2), 495-510.

Abadie, A., & Gardeazabal, J. (2003). The economic costs of conflict: A case study of the Basque
Country. American economic review, 93(1), 113-132.

Amjad, M., Shah, D., & Shen, D. (2018). Robust synthetic control. The Journal of Machine Learning
Research, 19(1), 802-852.

Athey, S., & Imbens, G. W. (2017). The state of applied econometrics: Causality and policy
evaluation. Journal of Economic perspectives, 31(2), 3-32.

Baccini, L., Li, Q., & Mirkina, I. (2014). Corporate tax cuts and foreign direct investment. Journal of
Policy Analysis and Management, 33(4), 977-1006.

Ben-Michael, E., Feller, A., & Rothstein, J. (2021). The augmented synthetic control method. Journal
of the American Statistical Association, 116(536), 1789-1803.

Bergmeir, C., Hyndman, R. J., & Koo, B. (2018). A note on the validity of cross-validation for
evaluating autoregressive time series prediction. Computational Statistics & Data Analysis, 120, 70-
83.

Chernozhukov, V., Wiithrich, K., & Zhu, Y. (2021). An exact and robust conformal inference method
for counterfactual and synthetic controls. Journal of the American Statistical Association, 116(536),
1849-1864.

Doudchenko, N., & Imbens, G. W. (2016). Balancing, regression, difference-in-differences and
synthetic control methods: A synthesis (No. w22791). National Bureau of Economic Research.

Ferman, B. (2021). On the properties of the synthetic control estimator with many periods and many
controls. Journal of the American Statistical Association, 116(536), 1764-1772.

Ferman, B., Pinto, C., & Possebom, V. (2020). Cherry picking with synthetic controls. Journal of
Policy Analysis and Management, 39(2), 510-532.

Gohbillon, L., & Magnac, T. (2016). Regional policy evaluation: Interactive fixed effects and synthetic
controls. Review of Economics and Statistics, 98(3), 535-551.

Goh, G., & Yu, J. (2022). Synthetic control method with convex hull restrictions: a Bayesian
maximum a posteriori approach. The Econometrics Journal, 25(1), 215-232.

Hinrichs, P. (2012). The effects of affirmative action bans on college enrollment, educational
attainment, and the demographic composition of universities. Review of Economics and
Statistics, 94(3), 712-722.

Hollingsworth, A., & Wing, C. (2020). Tactics for design and inference in synthetic control studies:
An applied example using high-dimensional data. Available at SSRN 3592088.

Kreif, N., Grieve, R., Hangartner, D., Turner, A. J., Nikolova, S., & Sutton, M. (2016). Examination
of the synthetic control method for evaluating health policies with multiple treated units. Health
economics, 25(12), 1514-1528.

Lindo, J. M., & Packham, A. (2017). How much can expanding access to long-acting reversible
contraceptives reduce teen birth rates?. American Economic Journal: Economic Policy, 9(3), 348-
376.

McClelland, R., & Gault, S. (2017). The synthetic control method as a tool to understand state
policy. Washington, DC: Urban-Brookings Tax Policy Center.



Pinotti, P. (2015). The economic costs of organised crime: Evidence from Southern Italy. The
Economic Journal, 125(586), F203-F232.

Rubin, D. B. (1974). Estimating causal effects of treatments in randomized and nonrandomized
studies. Journal of educational Psychology, 66(5), 688.

Zou, H., & Hastie, T. (2005). Regularization and variable selection via the elastic net. Journal of the
Royal Statistical Society Series B: Statistical Methodology, 67(2), 301-320.



FIGURES

Figure 1 — Sampling designs for cross-validation
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Figure 1A: Leave-one-period-out Figure 1B: Rolling window Figure 1C: Leave-one-donor-out

NOTE: Figures 1A to 1C depict three cross-validation strategies to find the optimal a and A that penalize
weights w;. Within each strategy and for a given a and A, each rectangular block represents the estimation of
the MSPE related to a specific training-validation data set.

Figure 2 — The treated unit is on the edge of the convex hull of correlated donors
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NOTE: Figure 2 provides an example of a simulated data set taken from the noisy environment. The treated
unit’s coefficient is on the edge of the convex set of donor coefficients and all time series are autoregressive
(p = 0.25).




Figure 3a — Placebo Test of Employment in Restaurant Sector by Province
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NOTE: The left hand panel of Figure 3A shows the actual number of monthly workers in the restaurant sector
for Dutch provinces during period 01-01-2017 to 31-12-2022. The middle- and right hand panels depict the
actual and predicted number of workers for the provinces with the lowest and highest level-variance time
series, respectively. Predictions are based on RRM with cross-validation and LODO sampling.

Figure 3b - Placebo Test of Employment in University Sector by Province
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NOTE: The left hand panel of Figure 3b shows the actual number of monthly workers for the university sector
for Dutch provinces during period 01-01-2017 to 31-12-2022. The middle- and right hand panels depict the
actual and predicted number of workers for the provinces with the lowest and highest level-variance time
series, respectively. Predictions are based on RRM with cross-validation and LODO sampling.




TABLES

Table 1 — Model performances when treated and donor units are similar

A. Full-information environment

mean p50
RRM SCM A RRM SCM A
model fit  0.875 0.874 0.001 0.884 0.884 0.000
p=0 bias 0.013 0.015 -0.002 0.003 0.014 -0.011

overfit 0.042 0.042  0.000 0.032 0.034 -0.002

model fit  0.875 0.865 0.010 0.886 0.878 0.008
p=0.25 | bias -0.006  -0.012 0.006 -0.008 -0.012 0.004
overfit 0.038 0.046 -0.008 0.027 0.040 -0.013

B. Noisy environment

mean p50
RRM SCM A RRM SCM A
p=0 model fit  0.763 0.751 0.012 0.783 0.776  0.007
bias 0.027 0.014 0.013 0.033 0.023 0.010

overfit 0.095 0.102 -0.007 0.070 0.079 -0.009

p=0.25 | model fit 0.774 0.759 0.015 0.787 0.788 -0.001
bias -0.004 -0.001 -0.003 -0.011 -0.004 -0.007
overfit 0.074 0.086 -0.012 0.073 0.068 0.005

C. Overidentified environment

mean p50
RRM SCM A RRM SCM A
p=0 model fit  0.872 0.869 0.003 0.884 0.883 0.001
bias -0.002 0.001 -0.003 -0.004 -0.007 0.003

overfit 0.056 0.059 -0.003 0.039 0.051 -0.012

p=0.25 | model fit 0.869 0.865 0.004 0.880 0.881 -0.001
bias 0.004 0.001 0.003 0.006 0.002 0.004
overfit 0.059 0.063 -0.004 0.050 0.058 -0.008

NOTE: Table 1 depicts performance estimates of RRM and SCM when the treated
unit’s time series equals the series of correlated donors, in expectation. Performance
estimates are shown for three data environments: A. low noise — high predictor-
observation ratio; B. high noise - high predictor-observation ratio; and C. low noise —
low predictor-observation ratio.



Table 2 — Model performance when treated unit is on the boundary of donors’

convex hull
A. Full-information environment
mean p50
RRM SCM A RRM SCM A
model fit  0.877 0.762 0.116 0.886 0.819 0.067
p=0 bias -0.004  -0.004 0.000 -0.002 -0.008 0.006
overfit 0.041 0.076  -0.035 0.032 0.045 -0.013
model fit  0.880 0.766 0.114 0.896 0.783 0.113
p=0.25 | bias -0.003 -0.018 0.014 0.006 -0.018 0.024
overfit 0.037 0.065 -0.029 0.033 0.049 -0.016
B. Noisy environment
mean p50
RRM SCM A RRM SCM A
model fit  0.770 0.602 0.168 0.781 0.684 0.097
p=0 bias -0.006 0.019 -0.025 0.008 0.017 -0.010
overfit 0.077 0.140 -0.063 0.058 0.100 -0.043
model fit  0.746 0.592 0.153 0.766 0.649 0.117
p=0.25 | bias -0.003  -0.008 0.005 -0.001 -0.002 0.001
overfit 0.099 0.160 -0.061 0.082 0.134 -0.051
C. Overidentified environment
mean p50
RRM SCM A RRM SCM A
model fit  0.873 0.770 0.103 0.877 0.793 0.083
p=0 bias -0.007 -0.002 -0.004 -0.013 -0.008 -0.005
overfit 0.054 0.096 -0.042 0.051 0.071 -0.020
model fit  0.858 0.748 0.111 0.874 0.785 0.088
p=0.25 | bias 0.025 -0.001 0.026 0.028 -0.006 0.034
overfit 0.071 0.123 -0.051 0.051 0.084 -0.033

NOTE: Table 2 depicts performance estimates of RRM and SCM when the treated
unit’s time series is on the boundary of the donors’ time series, in expectation.
Performance estimates are shown for three data environments: A. low noise — high
predictor-observation ratio; B. high noise - high predictor-observation ratio; and C.
low noise — low predictor-observation ratio.



Table 3A — Model performances by CV-routine when treated and donor units are similar
A. Full-information environment

mean p50
RRMLODO RR'\/lLOPO RRMRW RRMLODO RRI\/ILOPO RRMRW
model fit 0.875 0.867 0.871 0.884 0.876  0.877
p =0 | bias 0.013 0.013  0.012 0.003 0.001 -0.002
overfit 0.042 0.055 0.045 0.032 0.052 0.035
model fit 0.875 0.862  0.859 0.886 0.873  0.866
p =0.25 | bias -0.006 -0.006 -0.009 -0.008 -0.006 -0.008
overfit 0.038 0.055 0.047 0.027 0.045 0.035

B. Noisy environment

mean p50
RRMiobo  RRMioro  RRMgrw RRMiobo  RRMioro  RRMrw
p =0 | model fit 0.763 0.742 0.743 0.783 0.764  0.758
bias 0.027 0.030 0.030 0.033 0.036  0.030
overfit 0.095 0.124 0.108 0.070 0.107  0.089
p =0.25 | model fit 0.774 0.761 0.756 0.787 0.788 0.781
bias -0.004 -0.003 -0.006 -0.011 -0.002 0.005
overfit 0.074 0.091 0.082 0.073 0.077  0.067

C. Overidentified environment

mean p50
RRMiobo  RRMioro  RRMrw RRMiwooo RRMiopo  RRMgrw
p =0 | model fit 0.872 0.850 0.847 0.884 0.873  0.869
bias -0.002 -0.003 -0.006 -0.004  -0.007 0.000
overfit 0.056 0.093 0.088 0.039 0.084 0.071
p =0.25 | model fit 0.869 0.848  0.840 0.880 0.869  0.857
bias 0.004 0.005 0.003 0.006 0.006  0.009
overfit 0.059 0.095 0.094 0.050 0.081 0.076

NOTE: Table 3A depicts performance estimates of RRM and SCM for different cross-
validation routines — LODO, LOPO and RW — when the treated unit’s time series equals the
series of correlated donors, in expectation. Performance estimates are shown for three data
environments: A. low noise — high predictor-observation ratio; B. high noise - high predictor-
observation ratio; and C. low noise — low predictor-observation ratio. Estimates in boldface
indicates highest model fit, lowest bias and lowest overfitting over three CV-routines.



Table 3B — Model performance by CV-routine when treated unit is on the boundary

of donors’ convex hull

A. Full-information environment

mean p50
RRMiwooo RRMioro  RRMrw RRMiobo RRMiopo  RRMgrw
model fit 0.877 0.864  0.868 0.886 0.881 0.883
p =0 | bias -0.004  -0.004 -0.002 -0.002 0.000 -0.002
overfit 0.041 0.064  0.052 0.032 0.050 0.042
model fit 0.880 0.872 0.871 0.896 0.890 0.884
p =0.25 | bias -0.003 -0.003 -0.003 0.006 0.005 0.010
overfit 0.037 0.051 0.043 0.033 0.041  0.035

B. Noisy environment

mean p50
RRMLODO RRMLOPO RRMRW RRMLODO RRMLOPO RRMRW
model fit 0.770 0.755 0.755 0.781 0.776  0.769
p =0 | bias -0.006 -0.006 -0.007 0.008 0.008  0.006
overfit 0.077 0.107 0.088 0.058 0.099 0.073
model fit 0.746 0.735 0.734 0.766 0.753  0.757
p =0.25 | bias -0.003 -0.002  0.000 -0.001 -0.004 -0.001
overfit 0.099 0.120 0.104 0.082 0.098 0.084

C. Overidentified environment

mean p50
RR'\/lLODO RRMLOPO RRMRW RR'\/ILODO RRMLOPO RRMRW
model fit 0.873 0.858 0.851 0.877 0.865  0.858
p =0 | bias -0.007 -0.018 -0.019 -0.013 -0.027 -0.036
overfit 0.054 0.084 0.079 0.051 0.077  0.066
model fit 0.858 0.834 0.828 0.874 0.856  0.849
p =0.25 | bias 0.025 0.034 0.036 0.028 0.048  0.045
overfit 0.071 0.115 0.106 0.051 0.088 0.081

NOTE: Table 3B depicts performance estimates of RRM and SCM for different cross-
validation routines — LODO, LOPO and RW — when the treated unit’s time series equals the
series of correlated donors, in expectation. Performance estimates are shown for three data
environments: A. low noise — high predictor-observation ratio; B. high noise - high predictor-
observation ratio; and C. low noise — low predictor-observation ratio. Estimates in boldface
indicates highest model fit, lowest bias and lowest overfitting over three CV-routines.



Table 4 — Proportion of simulations in which cross-validation technique yields minimal CV

Full-information env. Noisy environment Overidentified env.
p =1 w;~N() p =1 1;~N() w=1  p;~N(C)

LOPO 0.310 0.470 0.330 0.530 0.300 0.480
RW 0.360 0.530 0.400 0.470 0.470 0.520
LODO 0.330 0.000 0.270 0.000 0.230 0.000
LOPO 0.240 0.530 0.380 0.460 0.310 0.420
RW 0.450 0.470 0.320 0.540 0.460 0.580
LODO 0.310 0.000 0.300 0.000 0.230 0.000

NOTE: Table 4 depicts the proportion of simulations in which the three sampling designs
imbedded in Algorithm 1 generate the lowest cross-validation function.



